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IES 612/STA 4-573/STA 4-576    Winter 2009
F Test of any relationship between Y and set of predictor variables (aka Overall Test)
H0: (1 = (2 = …=(k = 0              VS            Ha: at least one of (i ≠ 0
TS:  Fobs = [SS(Reg)/k] / [SS(Resid)/(n-k-1)]= MS(Reg)/MS(Resid)   or p-value = Pr(F > Fobs)
Reject H0 if:              Fobs > F(, k, n-k-1     OR         p-value < (   
Example:  Life Expectancy across different countries – any association?

Model:
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H0: (1=(2=0 [WOMAN’s LIFE EXPECTANCY is not related to either LITERACY or LOGGNP]

HA: Either (1≠0 or (2≠0 or BOTH ((1≠0 AND (2≠0)

Using R

Model: Reg.3
Models > Summarize Model
> summary(Reg.3, cor=FALSE)

Call:

lm(formula = lifewom ~ liter + loggnp, data = Country)

...
Stuff deleted
...
Residual standard error: 4.328 on 74 degrees of freedom

  (2 observations deleted due to missingness)

Multiple R-Squared: 0.8038,
Adjusted R-squared: 0.7984 

F-statistic: 151.5 on 2 and 74 DF,  p-value: < 2.2e-16 

Results
TS:  Fobs = 151.5         p-value < 2.2e-16 = 0.000000000000000016      hence   Reject H0
With 95% confidence we can conclude that LIFE EXPECTANCY is related to either LITERACY or LOGGNP or both.

“There is a linear relationship between the Life Expectancy of Women and Literacy and/or LogGNP (F(2,74) = 151.5, p < 0.000001).”
Using SAS
This test is part of the default output in SAS and is the ANOVA table output.

proc reg data=country;

title LITER and LOGGNP as predictors of Life expectancy of women;

  model lifewom = liter loggnp;

run;

	Source
	DF
	Sum of
Squares
	Mean
Square
	F Value
	Pr > F

	Model
	2
	5678.11397
	2839.05698
	151.54
	<.0001

	Error
	74
	1386.40551
	18.73521
	 
	 

	Corrected Total
	76
	7064.51948
	 
	 
	 


Results
TS:  Fobs = 151.54         P-value < 0.0001      hence   Reject H0
With 95% confidence we can conclude that LIFE EXPECTANCY is related to either LITERACY or LOGGNP or both.
Same as with R!

 Partial or Individual Test of j
	
	Ho:  j = 0     (     ie:
	
	
	
	

	
	HA:  j ≠ 0 
[some assoc.]
	
	HA:  j <0 
[negative assoc.]
	
	HA:  j >0 
[positive assoc.]

	TS:  
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	Reject H0 if:
	|tobs | > t, n-2
	
	tobs < -t, n-2
	
	tobs > t, n-2

	
	2*P(tn-2> |tobs|) < (
	
	P(tn-2< tobs) < (
	
	P(tn-2> tobs) < (

	Conclusions:


Example:  Life Expectancy across different countries – testing single reg. parameters

Model:  LifeExpWomen = (0 + (1liter + (2logGNP + (
H0:
(2 = 0 [the prediction of LIFE EXPECTANCY is NOT improved by adding LOGGNP to a model already containing LITERACY]
H1:
(2 ≠ 0 

Using R

> Reg.3 = lm(lifewom~liter+loggnp, data=Country)
> summary(Reg.3)
Call:

lm(formula = lifewom ~ liter + loggnp, data = Country)

...

Stuff deleted

...
Coefficients:

            Estimate Std. Error t value Pr(>|t|)    

(Intercept) 23.51270    2.96162   7.939 1.69e-11 ***

liter        0.20117    0.02678   7.513 1.07e-10 ***

loggnp       8.86394    1.22709   7.224 3.76e-10 ***

---

Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

Using SAS
	Parameter Estimates

	Variable
	DF
	Parameter
Estimate
	Standard
Error
	t Value
	Pr > |t|

	Intercept
	1
	23.51270
	2.96162
	7.94
	<.0001

	liter
	1
	0.20117
	0.02678
	7.51
	<.0001

	loggnp
	1
	8.86394
	1.22709
	7.22
	<.0001


Part of the default output from the SAS output is the table of partial tests.

Results
TS:  tobs = 7.22             p-value = 3.76e-10 < 0.0001        hence Reject H0 
With 95% confidence we conclude that LOGGNP is a significant variable for modeling LIFE EXPECTANCY that adds to a model already containing LITERACY.
Testing a subset of the predictors

Model:  y = (0 +  1X1 +  2 X2  + … + g Xg +  g+1Xg+1 + g+2 Xg+2  + … + k Xk  + (
Ho: g+1 = g+2 = … = k = 0 [implies only need “g” of the “k” predictor variables]  vs HA: not H0
TS:  
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Two Models (ie multiple regression models) are fit.

The COMPLETE Model is a model with ALL “k” predictor/independent/X’s in the model

The REDUCED Model is the multiple regression model with only “first” g of the X’s in the model.

EXAMPLE

For example, suppose our Complete/Full model has 5 independent variables, X1, X2, X3, X4, and X5 in it.  

So COMPLETE MODEL: y = (0 +  1X1 +  2 X2  + 3 X3 +  41X4 + 5 X5  + (
Suppose we wish to test whether X2, X3, and X5 can be dropped from model.  Our hypotheses becomes: Ho: 2 = 3 = 5 = 0 versus   HA: at least one of 2 , 3 , or 5 is not zero.
So the REDUCED MODEL = y = (0 +  1X1 + 41X4 + (
Hence we fit two models, one with all five X’s in the model and another with only X1 and X4.
Example:  Life Expectancy across different countries – all 5 variables needed?

“Complete”/”Full” model ->
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H0: (3=(4=(5=0 [LogAREA, LogPOPN and PCTURBAN do not add to a model already containing LITERACY and LOGGNP]

H1: at least one of ((3, (4, (5)≠0

 “Reduced” model ->

Using R
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The hypothesis H0: (3=(4=(5=0 means that (3=0, (4=0, and (5=0 or that 
Model: Reg.4
Models > Hypothesis Tests > Linear Hypothesis... 
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> .Hypothesis <- matrix(c(0,1,0,0,0,0,0,0,0,1,0,0,0,0,0,0,1,0), 3, 6, byrow=TRUE)

> .RHS <- c(0,0,0)
> linear.hypothesis(Reg.4, .Hypothesis, rhs=.RHS)
Linear hypothesis test

Hypothesis:

pcturban = 0

logarea = 0

logpopn = 0

Model 1: lifewom ~ pcturban + liter + logarea + logpopn + loggnp

Model 2: restricted model

  Res.Df     RSS Df Sum of Sq      F Pr(>F)
1     61 1241.75                           
2     64 1260.32 -3    -18.57 0.3041 0.8223
> remove(.Hypothesis, .RHS)
Results
Fobs = 0.3041 with a p-value = 0.8223  so we Fail to Reject H0 and conclude:
With 95% confidence we conclude that LogAREA, LogPOPN and PCTURBAN do not appear to significantly improve a LIFE EXPECTANCY model that already contains LITERACY and LOGGNP as predictor variables.
Using SAS
/* SAS code for testing a subset of parameters in a model */

proc reg;

  title LIFEWOM predicted from PCTURBAN LITER LOGAREA LOGPOPN LOGGNP;

  model lifewom = pcturban liter logarea logpopn loggnp;

  test pcturban=logarea=logpopn=0;  ****** for testing subset;
  run;
                                           Model: MODEL1

                                   Dependent Variable: lifewom

                      Number of Observations Read                         79

                      Number of Observations Used                         67

                      Number of Observations with Missing Values          12

COMMENT:  Some variables were missing on one or more of the predictor variables.  SAS deletes records that are not complete on ALL variables.  You will see that the regression model with only LITER and LOGGNP as predictors has a different number of observations.

                                       Analysis of Variance

                                              Sum of           Mean

          Source                   DF        Squares         Square    F Value    Pr > F

          Model                     5     4473.89310      894.77862      43.96    <.0001

          Error                    61     1241.74869       20.35654

          Corrected Total          66     5715.64179

                       Root MSE              4.51182    R-Square     0.7827

                       Dependent Mean       64.77612    Adj R-Sq     0.7649

                       Coeff Var             6.96525

                                       Parameter Estimates

                                    Parameter       Standard

               Variable     DF       Estimate          Error    t Value    Pr > |t|

               Intercept     1       27.79999        4.53708       6.13      <.0001

               pcturban      1        0.02241        0.03757       0.60      0.5530

               liter         1        0.19211        0.03180       6.04      <.0001

               logarea       1       -0.41442        0.93342      -0.44      0.6586

               logpopn       1       -0.26259        1.06069      -0.25      0.8053

               loggnp        1        7.73888        1.81985       4.25      <.0001

COMMENT:  The partial (single parameter) tests also casts doubt on whether PCTURBAN, LOGAREA and LOGPOPN add to the model; however, these don’t test ALL of these variables simultaneously.
                                           Model: MODEL1

                           Test 1 Results for Dependent Variable lifewom

                                                     Mean

                     Source             DF         Square    F Value    Pr > F
                     Numerator           3        6.19064       0.30    0.8223
                     Denominator        61       20.35654

How stable is the model fit?  Are the predictor variables highly correlated?

Collinearity or Multicollinearity refers to the predictor variables being highly correlated – i.e. do the variables provide redundant information?  This can be measured by different ways:
1. 
Does a scatterplot of Xi vs. Xj suggest high correlation or redundant information?
2.
Do the (pairwise) correlations of the Xi vs. Xj suggest high correlation?
3.
Is the R2 when Xi is predicted from X1,…,Xi-1,Xi+1,…,Xk large? 
Or VIF = 1/(1-R2) large? (say >10)
Or Tolerance = 1-R2 small? 
4.
Small eigenvalues/large condition numbers (properties of a matrix defined from the collection of predictor variables).

Example:  Life Expectancy of Women
Using R

> scatterplot.matrix(~lifemen+lifewom+liter+logarea+loggnp+logpopn+pcturban, reg.line=lm, smooth=TRUE, span=0.5, diagonal = 'density', data=Country)
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> cor(Country[,c("area","lifewom","liter","logarea","loggnp","logpopn","pcturban")], use="complete.obs")
              area    lifewom       liter     logarea      loggnp     logpopn   pcturban

area     1.0000000  0.1755955  0.17321555  0.63322965  0.14670081  0.50099862 0.17800246

lifewom  0.1755955  1.0000000  0.81136539 -0.12083672  0.79366611 -0.12669562 0.68140446

liter    0.1732156  0.8113654  1.00000000 -0.08533667  0.65338867 -0.09102949 0.62007210

logarea  0.6332297 -0.1208367 -0.08533667  1.00000000 -0.07675683  0.67975133 0.07058739

loggnp   0.1467008  0.7936661  0.65338867 -0.07675683  1.00000000 -0.08971868 0.75791535
logpopn  0.5009986 -0.1266956 -0.09102949  0.67975133 -0.08971868  1.00000000 0.02163159

pcturban 0.1780025  0.6814045  0.62007210  0.07058739  0.75791535  0.02163159 1.00000000

> vif(Reg.4)
pcturban    liter  logarea  logpopn   loggnp 

2.634624 1.884259 1.906749 1.864490 2.763226 

Results
Which of the X’s appear to linearly related?
Using SAS
proc reg data=country;

  title LITER and LOGGNP as predictors of Life expectancy of women;

  model lifewom = liter loggnp/ tol vif collinoint;                           

run;

	Parameter Estimates

	Variable
	DF
	Parameter
Estimate
	Standard
Error
	t Value
	Pr > |t|
	Tolerance
	Variance
Inflation

	Intercept
	1
	23.51270
	2.96162
	7.94
	<.0001
	.
	0

	liter
	1
	0.20117
	0.02678
	7.51
	<.0001
	0.58823
	1.70001

	loggnp
	1
	8.86394
	1.22709
	7.22
	<.0001
	0.58823
	1.70001


	Collinearity Diagnostics (intercept adjusted)

	Number
	Eigenvalue
	Condition
Index
	Proportion of Variation

	
	
	
	liter
	loggnp

	1
	1.64169
	1.00000
	0.17915
	0.17915

	2
	0.35831
	2.14051
	0.82085
	0.82085


Results
Same as with R!

How about points that exhibit high influence on the fit of the model?

INFLUENCE diagnostics measure the impact of a particular data point on the fit of a model.  
Already seen Cook’s D as a “combined measure” of outlier/leverage.  Values bigger than 1 should be investigated, but in general, any “odd” value(s) that are different from the others should also be investigated.
Other measures calculate how much the estimated coefficients or predicted values change if a data point is excluded.  These diagnostics are (DFBETAs) and (DFFITs).  These measures are usually standardized first.  In general, large values (relative to the other DFBETAS and DFFITS values should cause concern.  More objectively, be concerned if:
DFBETAs larger than 1 (small n) or 2/sqrt(n) (large n)
DFFITs larger than 1 (small n) or 2sqrt(k/n) (large n)

Example:  Life Expectancy of Women and the Literacy and LogGNP variables ONLY
Using R

Cook’s D and Hatvalues

> plot(Reg.3, which=4)
> plot(rstudent(Reg.3) ~ hatvalues(Reg.3))
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DFBETA’s and DFFITS’s output

> infl.Reg.3 = influence.measures(Reg.3)
> infl.Reg.3
Influence measures of

         lm(formula = lifewom ~ liter + loggnp, data = Country) :

     dfb.1_  dfb.litr  dfb.lggn    dffit cov.r   cook.d    hat inf

1   0.01717  0.131758 -0.065918  0.16989 1.044 9.65e-03 0.0343    

2   0.05082  0.019159 -0.036013  0.11081 1.022 4.10e-03 0.0146    

3   0.02963 -0.032376 -0.003149  0.05439 1.083 9.99e-04 0.0410    

...

32  0.01008 -0.087160  0.044076  0.10876 1.070 3.98e-03 0.0385    

33 -0.09480  0.039623  0.015583 -0.30720 0.807 2.92e-02 0.0136   *

34 -0.09028  0.196074 -0.040946 -0.24884 1.086 2.07e-02 0.0716    

35 -0.70630 -0.456227  0.745487 -0.81094 0.861 2.02e-01 0.0845   *

46  0.05430 -0.117935  0.024628  0.14967 1.109 7.54e-03 0.0716    

47 -0.09215  0.042073  0.012093 -0.30834 0.806 2.94e-02 0.0136   *

...

55  0.07052  0.007486 -0.064352 -0.08622 1.117 2.51e-03 0.0715    

56  0.41544  0.340992 -0.460751  0.55009 0.848 9.40e-02 0.0453   *

...

77 -0.04272 -0.006732  0.041808  0.06068 1.079 1.24e-03 0.0383    

78  0.04354  0.034478 -0.054630 -0.05893 1.146 1.17e-03 0.0924   *

79  0.04690  0.061523 -0.094081 -0.21959 0.939 1.57e-02 0.0159    

Just the “suspect” points
> summary(infl.Reg.3)
Potentially influential observations of

         lm(formula = lifewom ~ liter + loggnp, data = Country) :

   dfb.1_ dfb.litr dfb.lggn dffit   cov.r   cook.d hat  

33 -0.09   0.04     0.02    -0.31    0.81_*  0.03   0.01

35 -0.71  -0.46     0.75    -0.81_*  0.86_*  0.20   0.08

47 -0.09   0.04     0.01    -0.31    0.81_*  0.03   0.01

56  0.42   0.34    -0.46     0.55    0.85_*  0.09   0.05

78  0.04   0.03    -0.05    -0.06    1.15_*  0.00   0.09

Using SAS
proc reg data=country;

  title LITER and LOGGNP as predictors of Life expectancy of women;

  model lifewom = liter loggnp/ influence;                           

(SAS output edited)



The REG Procedure

Dependent Variable: lifewom 

	Output Statistics

	Obs
	Residual
	RStudent
	Hat Diag
H
	Cov
Ratio
	DFFITS
	DFBETAS

	
	
	
	
	
	
	Intercept
	liter
	loggnp

	1
	3.8364
	0.9008
	0.0343
	1.0435
	0.1699
	0.0172
	0.1318
	-0.0659

	2
	3.9221
	0.9118
	0.0146
	1.0217
	0.1108
	0.0508
	0.0192
	-0.0360

	3
	1.1223
	0.2631
	0.0410
	1.0831
	0.0544
	0.0296
	-0.0324
	-0.0031

	4
	5.6259
	1.3304
	0.0356
	1.0052
	0.2556
	0.0842
	0.2024
	-0.1478

	…
	…
	…
	…
	…
	…
	…
	…
	…

	75
	-0.5827
	-0.1381
	0.0629
	1.1107
	-0.0358
	0.0284
	0.0012
	-0.0252

	76
	-4.2903
	-1.0290
	0.0714
	1.0743
	-0.2852
	0.2332
	0.0245
	-0.2127

	77
	1.2981
	0.3039
	0.0383
	1.0791
	0.0607
	-0.0427
	-0.0067
	0.0418

	78
	-0.7665
	-0.1847
	0.0924
	1.1461
	-0.0589
	0.0435
	0.0345
	-0.0546

	79
	-7.3187
	-1.7272
	0.0159
	0.9387
	-0.2196
	0.0469
	0.0615
	-0.0941


	Sum of Residuals
	0

	Sum of Squared Residuals
	1386.40551

	Predicted Residual SS (PRESS)
	1494.11641


> Transaction.Reg = lm(Time~T1+T2, data=Transactions)
> summary(Transaction.Reg, cor=FALSE)
Call:

lm(formula = Time ~ T1 + T2, data = Transactions)

Residuals:

     Min       1Q   Median       3Q      Max 

-4652.38  -601.30     2.41   455.71  5607.37 

Coefficients:

             Estimate Std. Error t value Pr(>|t|)    

(Intercept) 144.36944  170.54410   0.847    0.398    

T1            5.46206    0.43327  12.607   <2e-16 ***

T2            2.03455    0.09434  21.567   <2e-16 ***

---

Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1 

Residual standard error: 1143 on 258 degrees of freedom

Multiple R-Squared: 0.9091,
Adjusted R-squared: 0.9083 

F-statistic:  1289 on 2 and 258 DF,  p-value: < 2.2e-16 

> vif(Transaction.Reg)
      T1       T2 

2.471060 2.471060 

> plot(Transaction.Reg)
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lm(Time ~ T1 + T2)


> Inf.Trans.Reg = influence.measures(Transaction.Reg)
> summary(Inf.Trans.Reg)
Potentially influential observations of

         lm(formula = Time ~ T1 + T2, data = Transactions) :

    dfb.1_ dfb.T1  dfb.T2  dffit   cov.r   cook.d hat    

28  -0.08  -0.03    0.09    0.12    1.04_*  0.00   0.03  

32  -0.06  -0.15    0.14    0.16    1.04_*  0.01   0.03  

64   0.13  -0.08    0.03    0.29    0.81_*  0.03   0.00  

79  -0.15   0.11    0.11    0.36_*  0.95_*  0.04   0.02  

98  -0.01  -0.01    0.02    0.02    1.05_*  0.00   0.03  

100  0.12   0.03   -0.13   -0.17    1.04_*  0.01   0.04_*

113  0.59   0.23   -0.65   -0.82_*  0.85_*  0.21   0.04_*

119  0.06  -0.24    0.04   -0.37_*  0.96_*  0.05   0.02  

147  0.00   0.01   -0.01   -0.01    1.08_*  0.00   0.06_*

148 -0.04   0.22   -0.04    0.35_*  0.94_*  0.04   0.02  

149 -0.24  -0.41    0.35   -0.44_*  0.98    0.06   0.03  

151  0.18   0.12   -0.26   -0.36_*  0.90_*  0.04   0.01  

152  0.10   0.06   -0.15   -0.23    0.95_*  0.02   0.01  

161 -0.80  -1.32_*  1.41_*  1.50_*  0.79_*  0.67   0.07_*

183 -0.07  -0.17    0.13   -0.18    1.04_*  0.01   0.04_*

184  0.00  -0.09    0.03   -0.11    1.04_*  0.00   0.03  

201 -0.03   0.55   -0.24    0.64_*  1.07_*  0.14   0.10_*

> av.plots(Transaction.Reg, ask=FALSE, identify.points=TRUE)
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> influencePlot(Transaction.Reg, labels=FALSE)
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How do you select variables that should be included in a model?

1.
Your KNOWLEDGE of the area.  Survey the literature.  

2.
Avoid including redundant predictors (examine scatterplot of predictors and avoid including 2 Xs with really high correlation).

3.
Automatic variable selection methods
i.
All possible regression
ii.
Automatic selection (Backward, Forward, Stepwise)
4.
Model averaging (newer idea that is gathering steam)
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